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Abstract 
Mirror neurons and systems are often appealed to as mechanisms enabling mindreading, i.e., 
understanding other people’s mental states. Such neural mirroring processes are often treated as 
instances of mental simulation rather than folk psychological theorizing. I will call into question 
this assumed connection between mirroring and simulation, arguing that mirroring does not 
necessarily constitute mental simulation as specified by the simulation theory of mindreading. I 
begin by more precisely characterizing “mirroring” (section 2) and “simulation” (section 3). 
Mirroring results in a neural process in an observer that resembles a neural process of the same 
type in the observed agent. Although simulation is often characterized in terms of resemblance 
(Goldman, 2006), I argue that simulation requires more than mere interpersonal mental 
resemblance: A simulation must have the purpose or function of resembling its target (section 
3.1). Given that mirroring processes are generated automatically, I focus on what is required for 
a simulation to possess the function of resembling its target. In section 3.2 I argue that this 
resemblance function, at least in the case of simulation-based mindreading, requires that a 
simulation serve as a representation or stand-in of what it resembles. With this revised account of 
simulation in hand, in section 4 I show that the mirroring processes do not necessarily possess 
the representational function required of simulation. To do so I describe an account of goal 
attribution involving a motor mirroring process that should not be characterized as interpersonal 
mental simulation. I end in section 5 by defending the conceptual distinction between mirroring 
and simulation, and discussing the implications of this argument for the kind of neuroscientific 
evidence required by simulation theory. 
 

1. Introduction 

Since “mirror neurons” were discovered in macaque monkeys in the 1990s (Di Pellegrino et al., 

1992; Gallese et al., 1996; Rizzolatti et al., 1996), the notion of mirroring has played a 

significant role in accounts of the mechanisms of how we understand other people’s mental 

states (e.g., Gallese, 2001; Gallese, Keysers, & Rizzolatti, 2004; Goldman, 2006, 2009a,b,c; 
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Iacoboni, 2008; Keysers & Gazzola, 2009b; Oberman & Ramachandran, 2007; Pineda, 2009; 

Rizzolatti & Sinigaglia, 2008; Shanton & Goldman, 2010). Following Goldman (2006) I will use 

the term “mindreading” to refer to this understanding of people’s mental states.1 Mirroring 

processes are seen as relevant to mindreading because they are neural processes within an 

observer that “mirror” or match the neural processes of an observed agent. Rather than being an 

accidental mental synchrony, mirroring processes are supposed to be the result of a reliable 

causal pathway where the mental state of an actor leads to a behavioral expression of that state, 

and the observer’s perception of that actor’s behavior leads to a mental state that matches the 

observed actor’s (Goldman, 2006, p. 133). The interpersonal mental matching or resemblance 

created by mirroring processes is thus thought to be one route by which we understand the 

mental states of observed agents. 

The initial discovery of mirror neurons was in the motor domain: neurons in monkeys 

were found to fire both when the monkey performed an action (e.g., grasping an object), and 

when they observed another agent (monkey or human) perform the same type of action. It is this 

intrapersonal reuse or redeployment of a cognitive mechanism for performing and observing an 

action that leads to mental mirroring between the actor and observer. Although evidence about 

single neurons is only just emerging (Mukamel et al., 2010), larger regions of the human motor 

system have also been found to be active during both action execution and action observation, 

suggesting humans possess a motor mirroring system (Rizzolatti & Craighero, 2004; Rizzolatti 

& Sinigaglia, 2008; see also Gazzola & Keysers, 2009). Mirroring is not, however, thought to be 

restricted to the motor domain in humans (for reviews, see Goldman, 2006, 2009a,b, Goldman & 

Shanton, in press; Keysers & Gazzola, 2009a). There is also evidence of mirroring in brain 
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regions for sensations such as pain (e.g., Jackson, Meltzoff, & Decety, 2005; Singer et al., 2004) 

and emotions such as disgust (e.g., Wicker et al., 2003).  

 At least since Gallese and Goldman (1998), mirroring processes thought to play a causal 

role in mindreading are often treated as simulations of other people’s mental states (e.g., their 

intentions, sensations, emotions), and thus cited as empirical support for the simulation theory of 

mindreading (e.g., Goldman 2006, 2009a,b; Iacoboni, 2008; Keysers & Gazzola, 2009b; 

Oberman & Ramachandran, 2007; Pineda, 2009; Shanton & Goldman, 2010). The simulation 

theory’s main rival2 is the theory theory, which says that we mindread by applying a folk 

psychological theory, i.e., a body of information about how mental states are affected by 

environmental conditions, how mental states relate to one another, and how they cause behavior. 

In contrast, simulation theory says we represent others’ mental states by engaging in mental 

processes that replicate or resemble those of the target agent. This interpersonal mental 

resemblance characteristic of simulation theory is thought to be due to the reuse or redeployment 

of our own cognitive mechanisms “offline” in order to simulate the same type of cognitive 

mechanisms operating “online” in the target agent. It is widely claimed that theory theory does 

not predict such interpersonal mental resemblance because the cognitive mechanism(s) 

implementing folk psychological theorizing are thought to be distinct from those responsible for 

our own “online” cognition (e.g., Gallese & Goldman, 1998, p. 497; Nichols & Stich, 1997, p. 

324).3 Mirror processes are accordingly treated as mental simulations because of the resemblance 

between the neural processes of the observer and the observed agent.  

 Although it is widely recognized that simulation-based mindreading can be constituted by 

non-mirroring processes, it is often assumed that all mirroring involved in mindreading is 

simulation (Goldman, 2005; Goldman & Shanton, in press, §4; Gallese, Keysers, & Rizzolatti, 
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2004; Shanton & Goldman, 2010, p. 529). An example of this connection between mirroring and 

simulation in the neuroscientific literature is when Gallese, Keysers, and Rizzolatti (2004) write 

that “in our brain, there are neural mechanisms (mirror mechanisms) that allow us to directly 

understand the meaning of the actions and emotions of others by internally replicating 

(‘simulating’) them” (p. 396). Oberman and Ramachandran (2007) seem to treat “mirroring” and 

“simulation” as interchangeable when they write about “systems in the human brain that have 

mirror or simulation properties” (p. 311). Philosopher Alvin Goldman is perhaps most explicit 

about treating mirroring as a species of simulation, explicitly clarifying that “All mirroring is 

simulation” (Goldman, 2005; see also Goldman & Shanton, in press, §4; Shanton & Goldman, 

2010, p. 529).  

In this paper I will refute this characterization of all mirroring as simulation. More 

specifically, I deny the claim that whenever a mirroring process plays a causal role in third-

person mindreading it constitutes the kind of interpersonal mental simulation characterized by 

the simulation theory of mindreading. Although mirroring processes resemble the mental 

processes of another agent, and such interpersonal mental resemblance is characteristic of 

simulation theory, I will argue that interpersonal mental resemblance should not be considered 

sufficient for interpersonal mental simulation. This means researchers need to be much more 

careful in how they interpret the cognitive role of mirroring processes, particularly the role of 

mirroring in mindreading. 

I will begin by more precisely defining “mirroring” (section 2) and “simulation” (section 

3). Building upon Goldman’s (2006) influential resemblance-based account of simulation, I will 

argue that interpersonal mental simulation requires, beyond mere resemblance, that a simulation 

process have the purpose or function of resembling its target (section 3.1). Since mirroring 
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processes are automatically generated rather than purposefully enacted, I focus on what is 

required to possess such a function to resemble something else—something that has not been 

adequately addressed in the literature on simulation theory. I argue that this resemblance 

function, at least in the case of simulation-based mindreading, requires that a simulation serve as 

a representation or stand-in of what it resembles (section 3.2). With this revised account of 

simulation in hand, I argue that mirroring processes are not necessarily simulations (section 4). 

To do so I describe an account of goal attribution involving a motor mirroring process that 

should not be characterized as interpersonal mental simulation. Whereas simulation-based 

mindreading exploits the mental resemblance between attributor and target to provide 

information about the target’s mental states, this motor mirroring process does not exploit its 

resemblance to one of the observed agent’s mental processes to perform any cognitive work. 

Without denying that mirroring processes can sometimes constitute interpersonal mental 

simulations, this model of mirror-based goal attribution, whatever its empirical veracity, 

demonstrates that mirroring should not simply be treated as a species of simulation. I will 

conclude in section 5 by defending the conceptual distinction between mirroring and simulation, 

and highlighting the significance of this argument for the kind of neuroscientific evidence 

required by simulation theory. 

 

2. Defining Mirroring 

Neuroscientists Rizzolatti, Fogassi, and Gallese (2004) have defined mirror neurons, such as the 

first ones discovered in the premotor cortex of monkeys, as “a specific class of neurons that 

discharge both when the monkey performs an action and when it observes a similar action done 

by another monkey or the experimenter” (p. 431).  In what way does this involve “mirroring”? 
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What exactly is “reflecting” or “matching” what? This definition explicitly highlights the 

“matching” of neural responses across two cognitive activities of the same agent—action 

execution and action observation. But the metaphor of “mirroring” is often used to indicate that 

the activity of a neuron in the observing monkey’s brain “reflects” the activity of a 

corresponding neuron in the observed, acting monkey.4 As Jacob (2009a) writes, mirror neurons 

“were so-called because their activity in an observer’s brain is supposed to mirror (or resonate 

with) their activity in the agent’s brain” (p. 230). Similarly, the titles of several recent books on 

mirror neurons highlight the relation between different people’s brains. Rizzolatti and Sinigaglia 

(2008) identify “Mirrors in the Brain” as “How Our Minds Share Actions…” Similarly, Marco 

Iacoboni’s (2008) book is explicitly about “Mirroring People.” Note how these phenomena of 

intrapersonal and interpersonal matching are interrelated: it is the intrapersonal matching found 

in Rizzolatti et al.’s (2004) explicit definition that allows these neurons to mirror the neural 

activity of an observed agent. 

Since mirroring is thought to exist outside the motor system, for instance, in neural 

regions for sensation and emotion, this action-specific definition will not do. Accordingly, 

Goldman (2009a) defines mirror neurons as: 

…a class of neurons that discharge both when an individual (monkey, human, etc.) 
undergoes a certain mental or cognitive event endogenously and when it observes a sign 
that another individual undergoes or is about to undergo the same type of mental or 
cognitive event. (p. 313) 
 

Rizzolatti et al.’s (2004) definition of motor mirror neurons characterizes them in terms of the 

actions of observer and observed. Goldman’s definition, in contrast, focuses on the endogenous 

activation of a “mental or cognitive event,” and in this way “internalizes the definition of an 

endogenous activation” of mirror neurons (Jacob, 2009a, p. 239). In the case of observing 

another’s actions, the relevant endogenous mental/cognitive event would be the cognitive 
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processes driving bodily behavior. Outside the motor domain, endogenously activated cognitive 

events can include those underlying the experience of emotions and sensations. Focusing on the 

second half of the definition, the “signs” which might indicate that the other agent is undergoing 

or about to undergo the same type of mental event include overt behaviors (as in Rizzolatti et 

al.’s definition of motor mirror neurons), facial expressions, and even stimuli that tend to 

produce the relevant mental event (e.g., pain mirror neurons responding to a sharp knife touching 

another agent’s body) (Goldman, 2009a, p. 313).  

 The evidence for mirroring in humans usually makes use of fMRI or other similar 

techniques that measure the activity not of just single neurons but of larger brain regions. We 

thus need a definition of mirroring that captures the activity of brain parts larger than a single 

neuron. Goldman (2009a) extends his definition of mirror neurons largely unchanged to mirror 

systems or circuits (p. 313). For example, a mirror system for pain would be a brain region that is 

active both while experiencing pain oneself and while observing another person who is in pain. 

Let’s use the term mirror mechanism to cover both mirror neurons and systems, i.e., to 

generalize across the size of brain parts. 

 It is important to note that mirror mechanisms are not merely neural mechanisms that are 

active in multiple cognitive tasks, i.e., which have a primary cognitive function and are 

redeployed or reused for an additional cognitive function. The notion of redeployment or reuse 

certainly applies to mirror mechanisms, but they are defined in terms of a specific type of reuse: 

when observing the behavior or bodily expressions of another agent they are activated in a 

similar manner as they are when the behavior or expression is endogenously generated, such that 

the target agent’s mental states are mirrored in the observer. This non-endogenous activation of a 
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mirror mechanism is sometimes referred to as its “observation mode.” The activation of a mirror 

mechanism during observation mode is what Goldman (2009a) terms a mirroring process: 

Neural process N is a mirroring process if and only if (1) N is an activation of a mirror 
neuron or mirror system, and (2) N results from observing something that is normally a 
behavioral or expressive manifestation (or a predictive sign) of a matching mirror event 
in another individual. (p. 314) 
 
There are several points worth making about this definition. First, note that not just any 

mirror mechanism activation counts as a mirroring process (Goldman, 2009a, p. 313). The 

endogenous activation of a mirror mechanism (e.g., while experiencing fear, or during action 

execution) does not count as a mirroring process. But, as Goldman (2009a) notes, “It would also 

be incorrect to say, as a simple definition, that every non-endogenous activation of a mirror 

neuron or mirror system is a mirroring process” (p. 313). For example, imagining the execution 

of a motor act activates some of the same motor mirror mechanisms as during action execution 

and action observation. But it is only activation of a mirror mechanism during “observation 

mode” that counts as a mirroring process.5 I will call this “observation mode” non-endogenous 

activation of a mirror mechanism its exogenous activation. 

Second, the inclusion of “normally” in part (2) of the definition allows for mirror 

processes to occur when there is no matching activation of a mirror mechanism in the observed 

agent. For example, a mirroring process in a mechanism enabling fear experience may occur in 

response to someone just pretending to be afraid, or when watching a movie depicting a virtual 

human who does not even have a brain to match the observer’s. As long as the observed behavior 

is normally associated with a matching mirror event in the target agent, activation of an 

observer’s mirror mechanism need not actually match a neural event in a target agent in order to 

count as a mirroring process.6   
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Third, note that the definition of mirroring is noncommittal about how “direct” the causal 

process is between perceptual input about another agent and the generation of a mirroring 

process. Many researchers, including Goldman (2006), do assume a “direct matching” or 

“unmediated resonance” account of mirroring (e.g., Rizzolatti & Craighero, 2004; Rizzolatti & 

Sinigaglia, 2008), where visual information about another agent “directly” activates a mirror 

mechanism. While this sense of being “direct” or “unmediated” is not very well spelled out, it 

implies the causal pathway between visual input and mirror mechanism is rather simple in terms 

of the way the two systems are causally connected and the nature of the cognitive processes 

needed to mediate this connection.7 But there is no mention in the above definitions whether this 

causal connection is direct or indirect. Further, critics of the unmediated resonance account who 

claim that the connection between visual representations and mirror mechanisms is not 

“unmediated” or “direct” (e.g., Csibra, 2007; Kilner, Friston, & Frith, 2007a,b) still claim to be 

providing an account of mirroring, rather than denying the existence of mirroring. And the 

phenomena they attempt to explain are indeed well captured by the above account of mirroring—

namely, they involve an interpersonal mental resemblance that occurs when one agent observes 

another agent. Therefore, when identifying mirroring phenomena, there is no reason to restrict 

our notion of mirroring to cases where the mirroring event occurs “directly” after the observation 

of the target’s behavior. 

Fourth, and most important for my purposes, it is essential to highlight that Goldman’s 

definition is neutral about the function of mirroring processes. The central question of this 

paper—whether all mirroring for mindreading constitutes simulation—hinges on this issue of the 

function of mirroring processes. Since the notion of “function” is rather ambiguous, it will be 

helpful to be a bit more precise.8 My concern here will be “functions” in the sense of assigning 
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functions or capacities to the components of a system in order to explain capacities of the entire 

system, with the systems in mind being cognitive systems. Having some terminology to describe 

this process of componential analysis of cognitive systems will enable me to more clearly state 

my thesis that not all mirroring for mindreading is mental simulation. 

Bergeron (2007) identifies two distinct ways of talking about the functions of cognitive 

components: in terms of roles or workings. The “role” of a cognitive component is “specified 

relative to a cognitive process, or group of such processes, in which that component is thought to 

participate” (p. 181). For example, if a brain region in normal humans makes some causal 

contribution to the perception of faces, that brain region could be ascribed the role of face 

perception. This mode of functional specification, however, does not indicate the exact 

contribution of this component relative to other components participating in the same cognitive 

process (e.g., another neural region also active during face perception). Bergeron uses “cognitive 

working” to refer to the particular cognitive operations performed by a component. For example, 

a brain region participating in face perception may have the cognitive working of representing 

face-shaped objects. A component’s working thus indicates the particular causal contribution that 

component normally plays in the cognitive role in which it participates. 

The account of mirroring presented above only makes rather minimal commitments about 

the roles and workings of mirror mechanisms. Mirror mechanisms can be said to play (at least) 

two cognitive roles: they participate in some sort of “endogenous” cognitive process as well as in 

an “exogenous” cognitive process involving the observation of other agents. The definition of 

mirroring process does not further specify the cognitive role(s) in which a mirroring process 

participates. Consider, for example, a mirror mechanism whose endogenous activation underlies 

pain experience. A mirroring process involving this mechanism, by definition, occurs when 
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observing another agent who is exhibiting behavior normally associated with being in pain. But 

the definition does not tell us any more about the observer’s cognitive processes. A mirroring 

process’s cognitive role might be mindreading—in this case, to form a belief that the observed 

agent is experiencing pain. But the definition does not require that mindreading be the cognitive 

role for mirroring processes and does not rule out other cognitive roles, such as imitation, 

empathy, and language understanding. Likewise, Goldman (2009a,b) is clear that mindreading 

can occur without mirroring (e.g., by theorizing, or by non-mirroring-based mental simulation).  

Moving from cognitive roles to cognitive workings, the account of mirroring processes is 

even more noncommittal. Theoretically, there is no a priori restriction on what neural 

mechanisms might in fact meet the conditions for being mirror mechanisms. Further, a neural 

component can be identified as a mirror mechanism without specifying the cognitive working 

performed by the neural component, i.e., without specifying the particular causal contribution of 

that component to the cognitive role(s) in which it participates. All that is required is that a 

cognitive process realized by that component during its endogenous activation also occurs during 

its exogenous activation. For example, the original identification of motor mirror neurons only 

involved saying that these neurons exhibit the same activity during two different cognitive 

processes, action execution and action observation, which results in a mental resemblance 

between observer and actor. Of course hypotheses have been made about the cognitive working 

performed by these neurons during action execution and how this enables action observation—

for example, that they represent action goals (e.g., Gallese & Goldman, 1998). But note that this 

hypothesizing goes beyond the identification of these neurons as mirror mechanisms, to address 

what mirror mechanisms do.  
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Why exactly mirroring processes create a resemblance between observer and target agent 

is thus an open empirical question. Nothing in the above definitions requires that the cognitive 

working of a mirroring process actually exploit this interpersonal matching/resemblance of 

mental states. Of course many researchers have hypothesized that the cognitive workings of 

mirroring processes do exploit this interpersonal matching, for example, that aspects of social 

cognition such as mindreading make use of the interpersonal mental resemblance they create. 

But given how mirroring processes are defined and empirically identified, all that is required for 

a mirroring process is that an observer undergoes a mental event similar to one in the observed 

agent.  

This issue of what mirroring processes do, what cognitive working(s) and role(s) they 

perform, is central to my thesis that not all mirroring for mindreading is simulation. I will argue 

that a mirroring process can in principle support mindreading by constituting an interpersonal 

mental simulation, but that this is not the only cognitive working mirroring processes might 

contribute to mindreading. Making this argument will require more detail about the nature of 

simulation, which I will now address. 

  

3. Defining Simulation 

In order to more precisely characterize simulation theory’s sense of simulation, I will again 

largely appeal to the work of Alvin Goldman, who has developed the most prominent version of 

simulation theory (see especially Goldman, 2006, ch. 2). I will, however, be revising Goldman’s 

resemblance-based account of simulation—most significantly, I will be filling out what it means 

for a simulation to have the function of resembling its target, and arguing that, at least in the case 
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of simulation-based mindreading, this resemblance function requires a simulation to represent 

what it resembles.  

 

3.1. Generic Simulation and Mental Simulation 

In general, simulation is a relation between two token processes: a simulation process P and a 

simulated process P’. A “process” is here understood as “a series of causally related states,” so a 

state counts as a limiting case of a process (Goldman, 2009a, p. 316 n3). P and P’ might occur at 

the same time, but this need not be the case—the simulated process might be in the past, in the 

future, or merely hypothetical. Modifying Goldman’s (2006, ch. 2) account slightly, generic 

simulation can be defined as follows:  

Generic simulation: process P simulates process P’ =df P has the purpose or function of 
concretely resembling P’. 
 
I first will explicate in what sense a simulation “concretely resembles” its target. 

Goldman (2006) illustrates this by comparing physical models and computer models. For 

example, a physical model of an airplane that is put in a wind tunnel possesses physical 

properties similar to the physical properties of a real airplane in flight, which the physical model 

is simulating. Because of this physical resemblance, the model’s aerodynamic properties will 

resemble those of a real plane. Fisher (2006) calls this kind of resemblance “concrete similarity”; 

it is also referred to as “first-order” resemblance (O’Brien & Opie, 2004; Palmer, 1978; Shepard 

& Chipman, 1970; Waskan, 2006). This type of simulation is very different from simulating such 

a process in a computer. The computer simulation symbolically describes the airplane’s physical 

properties, but in doing so does not exhibit these physical properties; for example, the computer 

model does not possess the same aerodynamic properties as the real airplane it is simulating. 

Although there are surely some resemblances between a computer simulation and its target, they 
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are “abstract” (Fisher, 2006) or “second-order” resemblances (O’Brien & Opie, 2004; Palmer, 

1978; Shepard & Chipman, 1970; Waskan, 2006). Whereas concrete or first-order resemblance 

occurs when two individual objects (simulation and target) share the very same (or similar) 

physical properties, abstract or second-order resemblance requires only that the relations 

between one set of objects resemble the relations between another set of objects. If the relations 

between the elements in the computer simulation resemble the relations between parts of the real 

airplane or between the airplane and its environment, then the computer simulation and target 

bear an abstract, second-order resemblance, even if they do not share any of their physical 

properties. Simulation theory’s sense of simulation, which Goldman (2006) calls replication 

simulation, requires the concrete, first-order resemblance characteristic of physical models, 

rather than more abstract, second-order resemblance characteristic of computer models. Unless 

otherwise noted, from now on “simulation” will be used to refer to replication simulation and 

“resemblance” to refer to concrete/first-order resemblance.  

Generic simulation is not, however, simply defined in terms of concrete or first-order 

resemblance. It requires that the simulation P “has the purpose or function of” resembling P’. 

This clause is meant to solve two problems: (a) to make the simulation relation asymmetrical and 

(b) to allow for the possibility of attempted but unsuccessful simulation (Goldman, 2006, pp. 37-

39). With regard to the first, the simulation relation should be asymmetrical because we want to 

say, for example, that a model airplane simulates a real airplane, but that the real airplane does 

not simulate the model. But since resemblance is a symmetrical relation, we cannot define 

simulation purely in terms of resemblance. For a simulation to have the purpose of resembling 

something means that an agent generates (consciously or unconsciously) the simulation with the 

purpose or intention of resembling a target. This will be true of a simulation but not its target. In 
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order to allow for simulations that are not the product of the intentions of an agent, Goldman 

introduces the notion of P’s having the function of resembling P’. This connotes that the 

occurrence of P is “automatic and nonpurposeful,” but Goldman does not specify any further 

what is required to possess such a function (see Goldman, 2006, p. 37; I will say more about this 

point below in section 3.2).9  

The “purpose or function” component of the definition of generic simulation also allows 

for the possibility of simulations that do not actually resemble their target. For example, a 

mindreader may be radically mistaken about the mental states of another person, such that their 

mental simulation fails to resemble that person’s mental states. To allow for such a non-

resembling mental process to count as a simulation, we must go beyond actual resemblance in 

our definition of simulation. If a simulation is “supposed to” resemble something—whether 

because it was generated by an agent for this purpose or because it possesses this function—then 

it will bear the simulation relation to its target whether or not the simulation actually ends up 

resembling the target.10  

Given this account of generic simulation, mental simulation is a type of generic 

simulation where the simulation process is a mental process and the target process (whether real 

or hypothetical, past, present, or future) is a mental process (Goldman, 2006, p. 37). Mental 

simulation is intrapersonal if P and P’ are mental processes in the same person’s mind, and is 

interpersonal if P and P’ occur in different minds. In specifying the resemblance relation 

between mental processes, Goldman (2006) discusses phenomenology as a possible dimension of 

resemblance, but focuses instead on functional and neural properties (pp. 150-151).11 

 

3.2. Simulations Serve as Representations or Stand-Ins  
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3.2.1. Distinguishing simulation from mere resemblance 

Given that mirroring processes involve interpersonal mental resemblance, they are candidates for 

being mental simulations of other people’s mental processes, according to my slightly modified 

version of Goldman’s account. But, importantly, the mere fact of interpersonal mental 

resemblance is insufficient for a mental process to count as a simulation. To be an interpersonal 

mental simulation, a mirroring process would need to have the purpose or function of resembling 

the activity of a mirror mechanism of the same type in another agent. Since mirroring processes 

are automatic and not under our conscious control, I will focus on whether mirroring processes 

can have the function of resembling others’ mental processes.12 What does this actually require? 

Goldman (2006) says very little on this point, admitting, “I lack a theory of functions to provide 

backing for this approach, but I shall nonetheless avail myself of this notion” (p. 37). Even if we 

do not need a general account of functions, in order to determine whether something is fulfilling 

one of its functions by resembling something else, we at least need some criterion for 

distinguishing cases of mere resemblance from cases of simulation which have the function of 

resembling something else.  

 In order to make this distinction, I contend that filling out the claim that a simulation P 

has the function of resembling its target P’, at least in the case of mental simulations for 

mindreading, will require articulating how P is used—in Bergeron’s terms, we need to specify 

the functional working it performs as part of a larger process (its role). Specifically, I propose 

that, in the context of mindreading, the function of resembling P’ (which I will call the 

resemblance function) should be understood in terms of serving as a representation of P’ in 

virtue of resembling P’. As I will show below, this account well articulates the cognitive working 

an interpersonal mental simulation performs toward the cognitive role of third-person 
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mindreading, and gives us a way of distinguishing simulation from mere resemblance—namely, 

by whether the resemblance is exploited for the particular cognitive working of representing 

what it resembles.  

I will here be departing somewhat from Goldman’s (2006) account of simulation. First, 

Goldman leaves undefined the notion of function at issue in his simulation theory, while I 

provide an account of this notion in terms of use. Second, Goldman defines simulation in a way 

that is completely independent of any use to which it is put.13 In contrast, my account of the 

resemblance function of a simulation is in terms of use. While I believe this account of the 

resemblance function of a simulation will work for a general simulation theory, I will here only 

defend the proposal that it well articulates the resemblance function of mental simulations for the 

cognitive role of mindreading.14 I thus leave open whether there is a single account to be had of 

the resemblance function, or whether this will vary depending on the use to which a simulation is 

put. One alternative to my account of this function would be an etiological theory claiming that a 

simulation resembles something else as a result of a process of natural selection. But since 

Goldman and other simulation theorists do not mention such etiological factors when 

characterizing simulation, and only focus on accounts of the functional/causal capacities 

simulations perform, I will put aside such views of the resemblance function.15  

 In the rest of this section, I will articulate what in general it means to serve as a 

representation (section 3.2.2), then defend it as an account of what it means for a mental 

simulation process to possess the function of resembling another agent’s mental process for the 

cognitive role of mindreading (section 3.2.3).  

3.2.2. Serving as a representation 
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What does it mean to serve as or be used as a representation? As Ramsey (2007) highlights, this 

question has received inadequate attention in philosophical discussions of representation. Most 

accounts of representation focus on how a representation acquires its content—e.g., by nomic 

dependency relations, conceptual role, or resemblance relations (as emphasized by the simulation 

theory)—and ignore the fact that “it is a basic feature of our ordinary understanding of 

representation” that “representation is a functional kind,” i.e., that “to be a representation is to be 

something that does a certain job” (Ramsey, 2007, p. 23).16  

While there might be more than one way to serve as a representation (see Ramsey, 2007), 

a simulation serves as a representation when it is used as a stand-in for something else (Grush, 

1997; Ramsey, 2007).17 A minimal requirement for something X to be a “stand-in” for 

something else Y is that “X must do something that Y would do, and be doing it instead of Y” 

(Grush, 1997, p. 19). For example, X could do this by concretely resembling Y. But what does it 

mean for such a resembling thing to be used as a stand-in? When serving as a stand-in, a 

simulation can be used as a model to acquire information about or interact with the 

representational target in virtue of the resemblance between simulation and target. For example, 

a chemist may use a physical simulation of a molecule to learn about its physical structure. Here 

the chemist uses the molecular simulation to stand in for the real molecule, exploiting the 

concrete resemblance between the spatial structures of the simulation and the molecule for an 

epistemic purpose. In this case the simulation is being used as a representation by an intelligent 

agent to gain further information about the target. But as Ramsey (2007) argues, the use of a 

representation does not require a minded agent who interprets what it means: “A mindless 

system can still take advantage of the…[resemblance] between internal structures and the world, 
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and in so doing, employ elements of those internal structures as representations-qua-stand-ins” 

(p. 200).  

Ramsey defends his position on the mindless use of resemblance-based representations as 

stand-ins by considering the example of a car navigating its way along an S-shaped track. One 

way a person could steer the car would be to use a map of the track. This obviously would be a 

case where the map is used as a representation to stand in for the track, since the driver learns 

things about the upcoming section of the track by looking at the map and exploiting the 

resemblance between the map and the track in order to properly steer the car.18 Ramsey then asks 

us to imagine turning the car into a mindless system:  

Suppose we remove its driver and automate its internal workings in a manner that 
also preserves at least some of the mechanics of the earlier representational 
system. One way we might do this, suggested by Cummins (1996), would be to 
convert the S-curve of the map into an S-shaped groove into which a rudder 
would fit. The rudder could then move along the groove as the vehicle moves 
forward, and the direction of the steering wheel and, thus, the vehicle’s front 
wheels could be made to correspond to the direction of the rudder…. As the 
rudder moves along the groove, its change in orientation would bring about a 
change in the orientation of the front wheels. Because the shape of the groove is 
isomorphic with [i.e., resembles] the curve itself, the wheels change along with 
the S-curve and the vehicle moves through it without ever bumping into a wall. 
(Ramsey, 2007, p. 198) 
 

The most natural way of explaining how the car navigates the road is that the groove serves as a 

representation of the track, with sections of the groove “standing in for” segments of the track. 

The sense in which the groove is being “used” as a representation by the other parts of the car 

does not require any intelligence on their part. All that matters is that the system’s behavior is 

causally affected by states that stand in for things in the system’s environment with which it is 

interacting. 

 In summary, I propose that a simulation process has the function of resembling a target 

process when it is used to represent that process for some user, whether that be a minded agent or 
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a mindless mechanism. Use as a representation is thus a particular kind of functional working: it 

requires that a simulation must play a certain kind of causal role in the activity of the user. It is 

this use that determines a simulation’s representational target—what it represents on a particular 

occasion of use. What properties the simulation represents that target as having—i.e., the 

simulation’s representational content—is determined by the relevant physical properties of the 

simulation (Cummins, 1996). The distinction between a simulation’s representational target and 

content can be illustrated using the above example of car navigation (although it involves 

abstract similarity rather than the concrete similarity characteristic of replication simulation; see 

note 18). The target of the map is the track on which the car is actually driving because the car is 

using the map to interact with that particular part of the environment. The content of the map—

i.e., the spatial properties the map represents the track as having—is determined by the spatial 

properties of the map. This is because a simulation’s content is determined resemblance. The 

accuracy of a simulation concerns the degree of resemblance between the relevant physical 

properties of the simulation and its target. If a simulation’s physical properties concretely 

resemble the physical properties of the target, then this is an accurate simulation; if there is a lack 

of resemblance, then the target of the simulation is unsuccessfully simulated. In the car example, 

the accuracy of the map as simulation of the shape of the track concerns the degree of 

resemblance between the map’s spatial properties and the track’s spatial properties. Note that in 

general resemblance is ubiquitous. So a simulation may end up resembling many things. Even 

so, a simulation’s target—the thing the simulation is serving to represent, however accurately or 

inaccurately—is determined by how the simulation is used. For example, the car’s map may 

resemble the track on which the car is currently located, as well as ten other tracks around the 
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world. But the map’s target is only the track that the car is currently navigating via use of the 

map as a stand-in.  

Accordingly, it is use as a stand-in that can distinguish between cases of mere 

resemblance between processes, and cases of simulation where one process has the function of 

resembling another. For example, if some twigs randomly stuck together (perhaps with the help 

of some mud) in a way that resembles the spatial structure of a molecule, but this resemblance is 

put to no further use, there is no reason to call the twigs a simulation of the molecule. This is 

instead a case of mere resemblance. But if some enterprising young student noticed the physical 

similarity between the twigs and a molecule he learned about in chemistry class, and began 

manipulating the arrangement of twigs to explore their spatial properties, this use of the twigs 

could then make them a simulation. This is so even though the twigs resembled the molecule by 

accident rather than by being constructed in order to resemble the twigs. On this account, serving 

as a representation does not put any condition on how the simulation is generated. All that 

matters is that the resembling process is used to stand in for the resembled process. To clarify, I 

am not saying that resemblance is the only way a representation can acquire its content. What I 

want to emphasize is that resemblance alone is not enough for something to qualify as a 

representation; rather, it is the representational function it performs (i.e., the use to which it is 

put) that characterizes how a simulation process has the function of resembling a target 

process.19  

3.2.3. Application to simulation-based mindreading 

When one examines exemplars of simulation-based mindreading, we can see that this account of 

the resemblance function well captures what constitutes a mental simulation for the cognitive 

role of mindreading. In the context of simulation-based mindreading, it is clear that the function 
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(cognitive working) of an interpersonal mental simulation process when playing this role is to 

resemble a target mental process so as to represent it: i.e., to provide information about the target 

process that can be used by other parts of the observer’s cognitive system to form a belief 

attributing this mental process to the target.20 Although there are other ways of determining a 

representation’s content, mental simulations acquire their content by resembling (in some 

significant respects) the neural, functional and (perhaps even) phenomenal21 properties of the 

target mental process. A resembling mental process only really deserves to be called a simulation 

if it performs this particular functional work, i.e., if it serves as a stand-in of the target mental 

process it resembles. Mere resemblance is not enough if this resemblance is not exploited or 

used—in the context of mindreading, it is used to form a belief or judgment attributing a mental 

state to a target agent. This is a much more specific account of the causal contribution (cognitive 

working) of mental simulation to mindreading than that offered by Goldman, who only says that 

simulation-based third-person mindreading occurs when mental simulations are “used to answer 

questions (form beliefs) about other people’s mental states” (Goldman, 2006, p. 39), without 

specifying how a simulation might contribute to the formation of such beliefs.  

 To make this point about what it means for a mental process to have the function of 

resembling another’s mental process for the cognitive role of mindreading, I will examine two 

paradigm cases of simulation, (a) decision prediction and (b) face-based emotion recognition. 

Together they cover Goldman’s (2006) two main types of mindreading: “high-level” and “low-

level” mindreading. The case of decision prediction is an instance of “high-level” mindreading 

because it involves consciously trying to simulate the mental states of another agent, potentially 

whom one is not currently observing. This is the kind simulation that served as the original 

inspiration for the simulation theory of mindreading. The case of face-based emotion attribution 
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counts as “low-level” mindreading because the simulation occurs automatically (i.e., without 

conscious control), and often outside of conscious awareness, when observing another agent. 

While low-level simulation was not prominent in the original characterization of simulation 

theory, it is now generally recognized as a form of simulation. I will demonstrate that my 

account of how the mental process of a mindreader has the function to resemble a target’s mental 

process well characterizes both types of simulation-based mindreading. 

Goldman (2006, pp. 27-29) presents the case of simulation-based decision prediction in 

the following schematic form. Suppose person T has a desire for goal G, and has a belief that 

action M is an effective means to achieving G. This desire and this belief are fed into T’s 

decision-making mechanism, which outputs a decision to perform action M. The following is the 

psychological story of how I could predict T’s decision via mental simulation: (a) through 

imagination I generate replicas or “pretend” versions of T’s desire and belief; (b) these “pretend” 

mental states are fed into my own decision-making mechanism, which then (c) outputs a 

“pretend” decision to do M. While this decision would normally be routed to my behavior-

control system and thus lead me to do M, this normal pathway is inhibited and the “pretend” 

decision to do M is rerouted to another mechanism which (d) classifies the type and content of 

this token mental state and (e) attributes it to the target agent, i.e., produces a belief with the 

content “T will decide to do M.” 

How is interpersonal mental simulation involved in this case of predictive mindreading? 

In this case, the cognitive role at issue is to predict T’s decision. Since this is a future state, it is 

obviously something to which I do not have direct access (more generally, in the mindreading 

literature mental states are traditionally conceived of as inner states of persons and not things to 

which third-parties ever have direct access, even in the present). To generate such a prediction, I 
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construct a simulation that concretely resembles T’s current mental states (step [a]), let this 

mental simulation run its course (steps [b]-[c]) such that the final state of the simulation 

concretely resembles the mental state I am interested in predicting (step [c]). This final state of 

the mental simulation, the “pretend” decision, is then used to generate a belief about T’s 

decision. So steps (a)-(c) involve a mental process of mine that concretely resembles T’s mental 

process. But this resemblance is not sufficient for my mental process to serve as a simulation of 

T’s. If the resemblance just occurred accidentally, we would not say my mental process 

simulates T’s. Since the process of decision prediction is given a componential functional 

analysis—i.e., the cognitive role of decision prediction is broken down into a sequence of steps 

and functional capacities (cognitive workings) are assigned to particular cognitive components, 

even if these functional components are not here identified with particular neural structures—it 

makes sense to characterize the mental simulation process in terms of its function, i.e., the 

cognitive working it contributes to the role of decision prediction. And what is the function of 

the mental simulation process? It functions as a stand-in for T’s mental process, to which I do not 

otherwise have access, and which I use to generate a belief about T’s decision. This use as a 

stand-in for an epistemic purpose is the precise causal contribution (working) of the resembling 

mental process to the cognitive role of mindreading. It is this particular use that warrants 

describing this type of resembling mental process as having the function of resembling another 

agent’s mental process. 

 What about low-level mindreading involving simulation? Consider now the case of face-

based emotion recognition (FaBER): recognizing that a person is exhibiting an emotion (e.g., 

fear, disgust, anger) based on their facial expression (Goldman, 2006, ch. 6). Simulation theory 

proposes that FaBER occurs when “normal people use the same mental equipment in 
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mindreading [an emotion] E as they use when undergoing, or experiencing, E” (Goldman, 2006, 

p. 114). Goldman discusses four models of how simulation-based FaBER might work, including 

one involving an “unmediated resonance” version of mirroring. In all these cases a visual 

representation of the target’s facial expression “generat[es] an (attenuated) emotion in the 

observer. This emotion is classified and then projected onto the target [i.e., an explicit 

representation of the target as being in that emotional state is generated]” (Goldman, 2006, p. 

128).22 Goldman’s four models differ in how the emotion simulation is generated. In all but the 

unmediated resonance model, the causal connection between the visual representation of the 

target’s face and the emotion experience is mediated by either activation of (a) the facial muscles 

which imitate the target’s facial expression or (b) somatosensory representations of what it 

would feel like to make that facial expression without the observer’s face actually moving.  In 

Goldman’s “unmediated resonance” model, the activation of the neural substrate for the emotion 

is triggered “directly” upon seeing the target’s face. 

 Why do these models of FaBER count as cases of interpersonal mental simulation? As in 

the decision-prediction case, these FaBER models are characterized functionally. So it is natural 

to characterize the resemblance function of a mental simulation in terms of its functional 

capacities. And what does the emotion generated in the observed causally contribute to the 

cognitive role of forming a belief about the target’s emotion? The emotion state in the observer 

stands in for the target’s emotion. The observer does not have direct access to the target’s 

emotion, so the simulated emotion is used in order to provide information about the target 

emotional state.23 If the observer possessed an emotion resembling that of the target, but it were 

not used in this way, it would not merit being called a simulation of the target’s emotion. It 

would merely resemble the target’s emotion without simulating it. It is clear that it is this use as a 
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stand-in that merits characterizing the replicated emotion as having the function of concretely 

resembling the target’s emotion, and therefore as being an interpersonal mental simulation.  

 

3.3. Summary 

In conclusion, in this section I have addressed what it means to meet the requirement that a 

simulation process have the function of resembling what it simulates, which is necessary to 

distinguish simulation from mere resemblance. I have proposed that this involves serving as a 

stand-in, i.e., as a representation. While I have suggested this is true in general for all cases of 

simulation, I have explicitly argued that it is true in the case of simulation-based third-person 

mindreading. The specific causal contribution of an interpersonal mental simulation to 

mindreading is that the simulating mental process serves as a stand-in for the target’s mental 

process, so as to generate a belief that the target agent possesses that mental process.  

 

4. Motor Mirroring that is Not Simulation  

I’ve just argued that simulation-based mindreading requires that the mindreader’s mental process 

serve as a representation of the target’s mental process in virtue of concretely resembling it. To 

argue that not all mirroring processes playing a causal role in mindreading count as interpersonal 

mental simulations, I will provide a case of motor mirroring that does not meet this condition. 

 Mirror neurons have been found in premotor area F5 and parietal area PF of monkeys, 

and a circuit consisting of these regions and visual area STS (superior temporal sulcus), which 

does not itself contain mirror neurons, is now commonly referred to as the mirror neuron system.  

It is thought that humans possess an analogous motor mirror system consisting of Brodmann area 

44 in the inferior frontal gyrus and adjacent ventral premotor cortex (thought to be the homolog 
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of area F5), the rostral part of the inferior parietal lobule (IPL) (thought to be the homolog of 

area PF), and the STS (see, e.g., Rizzolatti & Craighero, 2004). Some have proposed that this 

neural motor mirroring system enables a form of third-person mindreading: understanding other 

people’s action goals or intentions (Blakemore & Decety, 2001; Blakemore & Frith, 2005; 

Fogassi et al., 2005; Gallese & Goldman, 1998; Hurley, 2008; Rizzolatti & Craighero, 2004; 

Rizzolatti, Fogassi, & Gallese, 2001, 2004; Rizzolatti & Sinigaglia, 2008, 2010). Filling out this 

proposal requires characterizing the cognitive workings of the various motor mechanisms during 

both action execution and goal attribution. Oztop, Wolpert, and Kawato (2005) offer one such 

computational model of the neural mechanisms enabling visually-guided motor control, which 

are reused to enable goal attribution in humans. The feature of their model I will focus on is the 

function ascribed to premotor (F5) mirror neurons. I will first describe the basic features of their 

model, then show why these mirror neurons, even though they play a causal role in third-person 

mindreading, fail to represent mental states of the target agent, and thus should not be 

characterized in terms of interpersonal mental simulation. 

Before I describe it in detail, I need to make a few comments about Oztop et al.’s model 

and how I intend to use it. First, the model admittedly has several significant limitations. For 

example, its motor control system is restricted to visual feedback, and thus can only control 

actions involving visible body parts (e.g., arm and hand movements—what the authors actually 

modeled in their computer simulations). Accordingly, the architecture’s extension to 

understanding others’ goals can only operate with this limited range of actions. Further 

limitations of the model are that its motor abilities are preprogrammed rather than learned, and it 

can only understand types of actions already within its motor repertoire. These are significant 

idealizations, but ones that are common in the construction of computational models of cognitive 
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mechanisms, especially ones making the first attempts to quantitatively characterize an account 

previously only characterized qualitatively, as is the case here. In addition, this is a systems-level 

model characterizing the computations performed by relatively large functional regions in the 

brain (e.g., area F5), and does not specify the activity of individual neurons or how they are 

organized to form functional regions. So the model takes no stand on the relative involvement of 

“classical” mirror neurons that respond only to a single motor act such as grasping, versus 

“logically-related” mirror neurons that respond to acts functionally related to the observed act, 

for example, the act of bringing something to the mouth, which logically follows grasping when 

the intention is to eat what is grasped (Iacoboni et al., 2005). Finally, Oztop et al.’s model differs 

significantly from the “unmediated resonance” view of mirroring. Oztop et al. suggest that goal 

attribution begins with a hypothesis about the actor’s goal that is generated outside the motor 

system, before using the motor system to “test” this hypothesis; while the unmediated resonance 

account proposes that a goal hypothesis is first generated in the motor system, when visual 

representations of another agent’s actions “directly” activate motor mirror neurons encoding 

action goals.24 Oztop et al.’s perspective that motor mirroring is not “direct” is shared by critics 

of the unmediated resonance account of motor mirroring (e.g., Csibra, 2007; Jacob, 2009a,b).  

I am not here committed to the empirical accuracy of Oztop et al.’s model, and will not 

evaluate its merits or compare it against, for example, unmediated resonance accounts. I am 

appealing to Oztop et al.’s model as an empirically plausible account (relative to the current 

behavioral, neural imaging, and neurophysiological data) of a type of mindreading that makes 

use of motor mirror mechanisms, to make the theoretical point that mirroring processes should 

not necessarily be interpreted in terms of simulation.  
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With this goal in mind, I will describe Oztop et al.’s (2005) model of visually-guided 

motor control (see Figure 1). Suppose I want to pick up an object in front of me, say a cup. On 

Oztop et al.’s model, my prefrontal cortex represents this goal, while my parietal cortex contains 

visual information about the current state of my limbs and the target object (which they call 

control variables). This information is sent to a motor mechanism called a controller or 

movement planner in premotor cortex, which produces a high-level motor command to achieve 

my goal of picking up the cup. The motor command is then sent to other motor areas (e.g., 

primary motor cortex, cerebellum, basal ganglia, and the spinal cord) that help in the execution 

of this motor command. Accordingly, my arm begins to move toward the cup and my hand shape 

adjusts to the cup’s shape. To provide another source of feedback for the controller, a copy of 

this motor command—usually referred to as an efference copy—is sent to another motor 

mechanism known as a sensory forward model, which predicts the visual signals that will be 

produced by the arm/hand movement caused by that motor command. Oztop et al. propose that 

the sensory forward model is implemented by mirror neurons in premotor cortex (area F5 in 

monkeys), without providing further details about how individual mirror neurons contribute to 

 
 
Figure 1. Oztop et al.’s (2005) visual feedback control mechanism (redrawn from their 

Figure 1, p. 131). 
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the function performed by this region as a whole. Real sensory feedback is slow compared to the 

forward model’s predicted feedback, so if the initial motor command is off track, the predicted 

feedback can permit faster adjustments than would be possible by waiting for real sensory 

feedback. The sensory forward model could also provide feedback during disruptions in real 

sensory feedback (e.g., while a body part is visually occluded). This complex feedback loop of 

motor commands followed by predicted and actual sensory feedback is continued until I achieve 

my goal of picking up the cup.  

How are these motor mechanisms reused for mindreading, specifically, for understanding 

other people’s action goals? As depicted in Figure 2, when I observe another agent acting, I 

generate a hypothesis of their goal (the “Estimated Mental State”), which creates a goal state in 

my prefrontal cortex replicating the goal state I would have if I wanted to achieve that goal 

myself. The goal replica and visual information about the actor are sent to the controller in my 

premotor cortex to compute the motor command I would have it if I actually wanted to achieve 

that goal. This motor command is, however, prevented from being translated into actual 

movement by an inhibitory mechanism. Just like during action execution, a copy of the motor 

command is sent to the sensory forward model (implemented by premotor mirror neurons), 

 
 
Figure 2. Oztop et al.’s (2005) “mental state inference” system for understanding the 

goals or intentions of another person (based on their Figure 2, p. 133). 
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which outputs predicted visual feedback from producing that predicted action. A “difference 

mechanism” (potentially located in visual area STS; see Oztop et al., 2005, p. 145) compares this 

predicted visual feedback with actual visual information about the other person’s subsequent 

movements to test the accuracy of the goal hypothesis. If they match, that goal is attributed to the 

target. If they mismatch, the goal hypothesis is updated, a new mental state estimate is generated, 

and tested. This continues until a match is found.   

This model clearly involves interpersonal mental resemblance: several cognitive 

mechanisms are active when observing the actions of another agent, and these same types of 

cognitive events also occur in the observed agent. This includes (a) the prefrontal cortex’s goal 

representations; (b) the activity of the controller in premotor cortex, which takes goal 

representations as input and outputs motor commands; (c) the explicitly identified mirror neurons 

collectively functioning as a sensory forward model, taking efference copies of motor commands 

and computing predicted sensory feedback; and (d) the parietal cortex’s computing of visual 

information about the current state of the observed body. The question is whether these should 

count as mirroring processes. As argued above in section 2, the definition of mirroring does not 

specify the nature of the cognitive processes mediating between visually observing another actor 

and the activation of a mirror mechanism. All that matters is that a cognitive mechanism is active 

endogenously as well as exogenously (i.e., when observing another agent), and that the observed 

actor’s behavior is normally associated with this same type of cognitive process. Cognitive 

events (a)-(d) all meet this condition, and thus should count as mirroring processes.  

A further question is whether Oztop et al.’s model of goal attribution involves 

interpersonal mental simulation—in particular, whether the premotor mirror neurons operating as 

a sensory forward model constitute a mental simulation of the actor’s sensory forward model. I 
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will first address whether the model involves mental simulation at all, and then focus on the 

premotor mirror neurons. I will argue that these mirror neurons do not constitute interpersonal 

mental simulation. This case will thus serve to demonstrate how mirroring and simulation can 

dissociate. 

Oztop et al.’s model of goal attribution implements what Goldman (2006) calls a 

“generate-and-test strategy” for mindreading: 

The attributor begins with a known effect of a sought-after state, often an observable 
piece of behavior. He generates one or more hypotheses about the prior mental state or 
combination of states that might be responsible for this effect. He then “tests” (one or 
more) of these hypotheses by pretending to be in these states, feeding them into an 
appropriate psychological mechanism, and seeing whether the output matches the 
observed evidence. When a match is found (perhaps the first match, or the “best” match), 
he attributes the hypothesized state or combination of states to the target. (p. 45) 

 
Although it does involve simulation, the generate-and-test strategy is not a pure form of 

simulationism since “theorizing seems necessary to generate hypotheses about states responsible 

for the observed effects, hypotheses presumably prompted by background information” 

(Goldman, 2006, p. 45). While Oztop et al. don’t specify exactly how this goal hypothesis is 

generated, their addition of a separate “estimated mental state” box in Figure 1 indicates that it is 

generated by a mechanism that does not play a role in action execution. Since this process does 

not exist in the actor, it cannot count as a mirroring process nor as an interpersonal mental 

simulation. This goal hypothesis then generates a “pretend” goal state in the prefrontal cortex. 

This is the replica of the actor’s mental state that is to be “tested” by being fed through the 

observer’s own psychological mechanism(s) to see whether having this goal would lead to an 

output that “matches the observed evidence,” i.e., the visual perception of the actor’s 

movements. The goal state replica in the prefrontal cortex thus stands in for the goal state of the 

observed agent by concretely resembling it, rather than descriptively representing it, and will be 
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used to gain information about this mental state and its effects by other parts of the observer’s 

cognitive system. The goal state replica in prefrontal cortex is thus a mirroring process that also 

constitutes an instance of interpersonal mental simulation, which is used to help test the accuracy 

of the goal hypothesis. 

An interpersonal mental simulation process thus begins with the creation of the replicated 

goal state in the prefrontal cortex. But there is a question of where exactly the mental simulation 

ends, and where the “testing” of it begins. Is it a simulation itself that is directly tested against 

observed evidence, or does the simulation result in something that is not itself an interpersonal 

mental simulation, which is then tested against observed evidence? Goldman (2006) is not 

explicit about this when describing the generate-and-test strategy in general (p. 45) and an 

application of it to FaBER (pp. 124-125, 129-130). I will argue that in this case, the interpersonal 

mental simulation process ends with the replicated motor command produced by the premotor 

cortex. This means the premotor mirror neurons, which generate predicted visual feedback based 

on this simulated motor command, do not constitute an interpersonal mental simulation of this 

same motor mechanism in the actor. Even though it is clearly a mirroring process, the function 

(cognitive working) of the mindreader’s sensory forward model is not to stand in for the actor’s 

sensory forward model, but to represent information about the actor’s body.  

To make this point, let’s consider the stages of Oztop et al.’s model after the creation of 

the goal simulation in the prefrontal cortex. This goal simulation is sent to the movement 

planner, which outputs a motor command needed to achieve that goal. Since the function 

(cognitive working) of the observer’s movement planner here is to provide information about the 

actor’s movement planner via concrete resemblance, this counts as a continuation of the 

interpersonal mental simulation. The mental process in the observer starting with the goal state in 
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prefrontal cortex and continuing to the motor command created by the movement planner thus 

counts both as (a) a mirroring process, since it is exogenously activated by visually observing the 

actor and (b) an interpersonal mental simulation, since these states represent or stand in for the 

corresponding states in the actor and do so in virtue of bearing a relation of concrete resemblance 

to them.  

The next stage in Oztop et al.’s model is the most central one to my argument, and where 

there occurs a mismatch between the actor and observer. In the actor, the motor command is 

passed on to other motor control areas and leads to actual bodily movement, while a copy of the 

motor command is sent to the sensory forward model. But in the observer, the motor command is 

inhibited from generating movement, and is only sent to the sensory forward model, which (as in 

the actor) generates predictions of what the actor will look like after implementing that motor 

command.  

What then is the cognitive working of the observer’s sensory forward model? This 

mechanism’s role is to generate predictions of the state of the actor’s body to be tested against 

the information about the actual state of the actor’s body.25 And how does the sensory forward 

model generate such predictions? It does so by representing—in a visual format, and not via 

concrete resemblance—the actor’s body and the parts of the environment with which they 

interact, specifically, the ways in which the body/environment change state in response to motor 

commands. The observer’s sensory forward model is, in its primary “online” use, a model of the 

observer’s own body and interactive environment, which is being co-opted to represent the 

actor’s body/environment. Again, the sensory forward model is explicitly identified with 

premotor mirror neurons by Oztop et al., and clearly meets the above definition of a mirroring 

process: the exogenous activation of the observer’s sensory forward model for the purpose of 
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goal attribution does concretely resemble the activity of the actor’s sensory forward model 

during action execution. But since this concrete mental resemblance is not being exploited to 

represent a cognitive process in the observed actor, it does not count as an interpersonal mental 

simulation. The fact that a genuine interpersonal mental simulation process is a causal precursor 

to these predictions about the actor’s movements does not make this last step in the generate-

and-test procedure itself an interpersonal mental simulation. 

The cognitive working of the observer’s sensory forward model can be made clearer if 

we consider a slight modification to Oztop et al.’s model. What would we say if the motor 

command in the observer were not inhibited, and the observer actually imitated the movements 

of the actor? Further, assume that what would be tested against the visual information of the 

actor would be visual information generated from the observer actually watching their own 

movements, rather than from a sensory forward model’s predictions of what these movements 

would look like. If this were the case, it would be proper to say that the observer’s movements 

“stand in for” the actor’s movements—they are helping to provide information about the actor’s 

body, and doing so via a relation of concrete resemblance. The movements of the observer and 

actor thus stand in a relation of interpersonal simulation. Yet since these are bodily processes, 

this does not count as interpersonal mental simulation, but rather interpersonal bodily 

simulation—i.e., the observer’s body physically resembles the actor’s body, and in virtue of this 

is used to stand in for the actor’s body. Compare this to Oztop et al.’s original account, where the 

observer is inhibited from acting on the replicated motor command and must depend on their 

sensory forward model to generate predicted visual information about the actor’s body. These 

cases are analogous in terms of their use of interpersonal mental simulation and the kinds of 

states used to test these simulations, (namely, predicted and actual visual information about the 
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actor’s body). All that is different is that the representational function performed by the 

interpersonal bodily simulation—i.e., the observer’s movements standing in for and thus serving 

to represent the actor’s movements—is in Oztop et al.’s original account played by part of the 

observer’s brain, namely, the sensory forward model. If the representational target of this model 

is the actor’s body, there is no way for the observer’s sensory forward model to perform its 

representational function by interpersonal mental resemblance.  

I have argued that the observer’s sensory forward model serves to represent the actor’s 

body. But is it possible that the observer’s sensory forward model instead represents the actor’s 

sensory forward model which it resembles? This does not seem to be the case in Oztop et al.’s 

(2005) model of motor-based goal attribution.26 Perhaps the most persuasive reason is that the 

actor’s motor control system could function without a sensory forward model, using only real 

visual feedback about the body/environment; if this were the case, the observer’s sensory 

forward model would have no counterpart in the actor, and thus could not be representing it via 

concrete resemblance. But this mechanism in the observer would still make the same functional 

contribution to goal attribution—namely, it would represent how the actor’s body is causally 

affected by motor commands. This is actually how Oztop et al. (2005) constructed their 

computer simulations; they simplified the computations required of their model by assuming that 

real sensory feedback takes no time. Since the real sensory feedback arrived to the movement 

planner at the same time as the predicted sensory feedback from the forward model, it made the 

sensory forward model redundant and thus irrelevant to movement planning. During goal 

attribution the observer thus did not need to and in fact did not represent the actor’s sensory 

forward model.  
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But even if the actor’s movement planner were to make use of a sensory forward model 

to compensate for delays and disruptions in real sensory feedback, I contend that the observer’s 

sensory forward model still would not serve to represent the activity of the actor’s sensory 

forward model. In Oztop et al.’s account of goal attribution, in the observer a given goal 

hypothesis and information about the actor’s present body state are used to generate a simulated 

motor command and a prediction of the sensory feedback that would be generated at the next 

time step from the resulting change in body state of the actor; this predicted sensory feedback is 

used to generate a subsequent motor command which generates predicted sensory feedback for 

the next time step; this sequence of simulated motor commands and predicted sensory feedback 

will continue for some span of time, building up a representation of the actor’s body states over 

that duration, which can be compared with visual information about the actor’s actual 

movements over that duration. In other words, after using real sensory (visual) information about 

the initial state of the actor’s body, the goal hypothesis generates a representation of a sequence 

of motor commands and resulting body states based purely on the observer’s own motor control 

system (movement planner and sensory forward model), independent of any new sensory 

information about the actor’s body states. If the activity of the actor’s movement planner is 

different from the activity of the observer’s movement planner because the actor’s integrates 

both predicted sensory feedback from a forward model and (possibly delayed) real sensory 

feedback, the sequence of motor commands generated in the actor might differ somewhat from 

the sequence of simulated motor commands generated in the observer. This could affect the 

accuracy of the observer’s representation of how the actor would act to achieve a particular 

(hypothesized) goal. But this does not change the cognitive working performed by the observer’s 

sensory forward model. The observer’s sensory forward model is in no way providing 
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information about how the actor’s sensory forward model might affect the actor’s movement 

planning or bodily movements. The observer’s sensory forward model is rather a model of the 

body of the actor—more precisely, it is a model of the observer’s own body which is being co-

opted to model the actor’s body, made possible by resemblances between the two bodies—that is 

providing information about how the actor’s body will change state due to motor commands. It 

takes a simulated motor command as input and outputs predicted sensory information about the 

new body state of the actor upon implementing that motor command. The observer’s sensory 

forward model does not represent the distinct sensory feedback in the actor generated by (a) the 

actor’s actual movements and (b) the representations of the actor’s body provided by the actor’s 

sensory forward model. The observer’s sensory forward model only represents the former. This 

might lead to limitations in the accuracy of this model of goal attribution, if the actor’s 

movement planner depends greatly on the feedback provided by its sensory forward model 

relative to real sensory feedback. But any limitations in accuracy come from the fact that the 

observer is exploiting similarities between the bodies and motor control systems of the actor and 

observer to test goal hypotheses. Accordingly, the observer’s sensory forward model can only 

represent about the actor what it represents about the observer himself—namely, how motor 

commands will cause changes in body state which will cause sensory feedback about these new 

body states.  

In conclusion, on Oztop et al.’s (2005) account of motor-based goal attribution, the 

cognitive working of the observer’s sensory forward model is to represent the actor’s body rather 

than the actor’s sensory forward model. This is the case whether the actor’s motor control system 

uses only real sensory feedback or, in addition to this, makes use of the feedback provided by a 

sensory forward model. Remember that, following simulation theory’s sense of the term, I am 
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using “simulation” to mean a species of representation that acquires its content by virtue of 

concrete resemblance, and its target in virtue of its use as a representation or stand-in. The 

observer’s sensory forward model does concretely resemble the actor’s sensory forward model. 

But what it serves to represent is the actor’s body. The observer’s sensory forward model does 

not concretely resemble the thing it represents, and thus does not count as a simulation (in 

simulation theory’s sense of replication simulation). And since the observer’s sensory forward 

model is not representing anything mental, it certainly does not count as a mental simulation. 

Since the simulation theory requires that a mental simulation be a mental process that represents 

another mental process in virtue of concrete resemblance, the observer’s sensory forward model, 

implemented by premotor mirror neurons, clearly is not a mental simulation.27  

To summarize the main points of my analysis, Oztop et al.’s model of goal attribution 

does include some components which constitute interpersonal mental simulations. And although 

they do not label them as such, these mental simulations are indeed well described in terms of 

mirroring. But this is not the case with all the mirroring processes in their model: the sensory 

forward model implemented by premotor mirror neurons is a mirroring process but does not 

constitute an interpersonal mental simulation. Although the observer’s sensory forward model 

plays a causal role in goal attribution and in doing so resembles the sensory forward model in the 

actor, this does not mean the observer’s sensory forward model is a mental simulation of the 

actor’s sensory forward model, in the sense specified by the simulation theory of mindreading. 

This is because the observer’s sensory forward model fails to serve as a representation of the 

actor’s sensory forward model. Oztop et al.’s (2005) account is thus a case of mirroring playing a 

causal role in mindreading without being an instance of simulation.  
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5. Conclusion: Reuse, Resemblance, Mirroring and Simulation 

The concepts of mirroring and simulation both build upon the idea of reusing or redeploying 

cognitive mechanisms for new cognitive roles. But simulation and mirroring are conceptually 

distinct from the more general concept of neural reuse, which might very well be a common 

organizational principle of brains (Anderson, 2010). Accordingly, neural reuse that is not 

deployed for social cognition will not create interpersonal mental resemblance, and thus will 

constitute neither mirroring or interpersonal mental simulation. Similar to the contrast between 

neural reuse and both mirroring and simulation, I have argued that mirroring and simulation have 

distinct meanings and need not always pick out the same cognitive phenomena. It is already 

commonly understood that (a) simulation-based third-person mindreading can occur with or 

without mirroring processes, and (b) that mirroring processes can causally contribute to cognitive 

roles other than mindreading (e.g., imitation). What I have tried to demonstrate in this paper is 

that mirroring which plays a causal role in simulation-based mindreading need not itself 

constitute interpersonal mental simulation. Although interpersonal mental resemblance is 

involved in both mirroring and interpersonal mental simulation, the concept of simulation 

involves an additional constraint on the cognitive working performed by such a resembling 

mental process, namely, that it be used to represent or stand in for the mental process it is 

targeted to resemble. It is not part of the definition of a mirroring process that it perform such a 

cognitive working, although it is possible that ones do so. 

  Those who assume all mirroring is simulation might object that mirroring should be 

redefined such that only cases of interpersonal mental simulation count as mirroring processes; 

this would mean that any cases of mindreading involving mirroring would be cases of 

simulation. This proposal might be motivated by the idea that the concept of “mirroring” is 
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intended to be theoretically useful in explaining cognitive phenomena such as mindreading, and 

that the account I have presented instead treats it as a way of describing phenomena in need of 

explanation. A major drawback of this proposal is that it would put an a priori restriction on the 

function (cognitive working) mirroring processes perform. For example, it would rule out the 

cognitive working attributed to premotor mirror neurons in Oztop et al.’s (2005) model of goal 

attribution.  

A further problem with this proposal is that it does not fit with the way the notion of 

mirroring is currently used in neuroscience research. Parts of the brain, whether single neurons or 

larger regions, are identified as mirror mechanisms based on their dual use and because this reuse 

(i.e., its exogenous activation) creates interpersonal mental resemblance during the observation 

of another agent. When identifying mirror mechanisms, researchers are not required to show that 

a neural mechanism functions to stand in for or represent the neural mechanism it resembles—as 

I’ve discussed above, researchers can characterize a brain part as a mirror mechanism without 

knowing much at all about what its cognitive working is. If researchers were required to specify 

the cognitive working of a neural mechanism before identifying it as a mirror mechanism, this 

would most likely mean that few if any neural mechanisms of current interest would meet this 

evidential burden. For example, to go back to the initial identification of mirror neurons, neurons 

in the motor systems of monkeys were identified and initially labeled as mirror neurons 

independently of any specific claims about their cognitive working or even their precise 

cognitive role(s) (e.g., mindreading, non-mindreading-based action understanding, imitation, 

language comprehension). Gallese et al. (1996) speculated about possible cognitive workings 

and roles for mirror neurons, but these claims were independent of their identification of these 

neurons as mirror neurons. In addition, subsequent research has not established definitively the 
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cognitive working of motor mirror mechanisms. Since researchers do treat as a live research 

question what cognitive roles mirror mechanisms contribute to, and what cognitive workings 

they contribute to these cognitive roles, it is unwise to define mirroring processes such that they 

always constitute interpersonal mental simulation.  

 In conclusion, our current concepts of mirroring and simulation do seem useful in picking 

out cognitive phenomena. But we should be careful to attend to the differences between these 

concepts, and not automatically treat mirroring processes as simulations, even when the 

mirroring processes enable mindreading. While I take no stand on how many cases of mirroring 

do or do not count as simulation, I think it is theoretically important to distinguish mirroring 

from simulation. This suggests researchers should be much more careful than they have been 

about the type of neuroscientific evidence needed to confirm simulation theory. Currently 

discovering a neural mechanism that is active across two conditions is treated as evidence of 

simulation (e.g., Etzel, Gazzola, & Keysers, 2008). But as I have argued, this dual activation is a 

necessary but not sufficient condition for simulation, whether it is low-level simulation involving 

mirroring or high-level simulation that is not based on mirroring. Neuroscientific research 

relevant to simulation theory must investigate the precise functional contribution (cognitive 

working) of such mechanisms to their “offline,” exogenous cognitive roles. It could be the case 

that neural mirroring very often counts as simulation, and that the kind of cognitive working 

performed by mirror neurons in Oztop et al.’s (2005) model is an exception or a mere theoretical 

possibility. But without doing further empirical investigation of the cognitive workings of mirror 

mechanisms of various types, such a claim is mere speculation—and crucially, speculation that 

goes well beyond the evidence that is currently accepted as criterial for identifying a mirror 

mechanism.  
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Notes 
 
1  “Folk psychology,” “theory of mind,” and “mentalizing” are a few other terms for mental 

state understanding. Unsurprisingly, given the diversity of terms, some researchers 

disagree about what phenomena constitute mental state understanding. Goldman’s term 

“mindreading” explicitly refers to cases where we form a belief attributing a mental state 

to a person; such mental state attribution requires possessing concepts of the relevant 

mental states being attributed. Others want to allow for mental state understanding that 

does not involve the formation of such explicit beliefs and/or does not require the 

possession of mental state concepts. Robert Gordon, for example, has long proposed that 

we can use mental simulation to understand people’s behavior without possessing the 

relevant mental state concepts (e.g., Gordon, 2008). More recently Vittorio Gallese and 

others have claimed that mirroring enables “a direct, automatic, non-predicative, and non-

inferential” understanding of others’ behavior and mental lives (Gallese, 2001, p. 44). 

Since such distinctions remain rather fuzzy, for the purposes of this paper I will stick with 

Goldman’s notion of mindreading, and not address whether we do want to tease apart 

different forms of mental state understanding. 

2  Simulation theory and theory theory were originally seen as exclusive alternatives, but 

most researchers now defend hybrid views where folk psychological theorizing and 

mental simulation can both contribute to mindreading, either independently at different 

times or by working together in the same episode of mindreading (e.g., a theory may be 

used to generate the inputs to a mental simulation process). In specifying such hybrid 

accounts, an important task is to determine whether a particular cognitive process 

contributing to an episode of mindreading, such as a mirroring process, is an instance of 
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folk psychological theorizing or mental simulation. As Goldman (2006, pp. 43-46) notes, 

working independently during different episodes of mindreading and cooperating during 

a single episode of mindreading are not the only ways folk psychological theorizing and 

mental simulation might be related. Another possibility is that simulation may be 

implemented by theorizing. For example, perhaps I reuse my decision-making 

mechanism to predict another person’s decision, but my decision-making mechanism 

itself consists of a tacit theory of decision-making. I am not concerned about this 

possibility in this paper. Whether a mirroring process is an instance of mental simulation 

or folk psychological theorizing is not a debate about how these cognitive processes are 

implemented at a lower of description. It is a debate framed at the same level, where a 

single cognitive process is an instance of either mental simulation or theorizing but not 

both. 

3 For a challenge to the claim that theory theory does not predict the reuse of cognitive 

mechanisms and thus does not predict interpersonal mental resemblance, see Ramsey 

(2010). 

4 I am grateful to Sebo Uithol for highlighting that researchers sometimes use the language 

of “mirroring” or “resonance” as a claim about an intrapersonal relation—e.g., that the 

brain activity during action observation is said to “mirror” the brain activity of the same 

individual during action execution. See Uithol et al. (in press). 

5  In principle one might want to define “mirroring process” more broadly to include the 

activation of mirror mechanisms while imagining other’s behaviors and mental states, 

which might play a role in the development of imitation. But for the purposes of this 

paper, I will stick with Goldman’s more restrictive definition that defines mirroring 
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processes in terms of the “observer mode” activation of a mirror mechanism. Thanks to 

Shannon Spaulding for pressing me on this point. 

6  Note that this appeal to normal conditions is not problematic in the way appealing to 

normal conditions in a causal theory of mental content is problematic. In the latter, 

specifying what normally causes the tokening of a mental representation is intended to be 

a way of excluding non-content-determining causes. The alleged problem is that the 

appeal to normal conditions is unable to do the work of distinguishing causes that do 

determine mental content. But in Goldman’s definition non-normal causes are included as 

instances of mirroring processes. Potentially Goldman’s definition will be overly 

inclusive. But this is a different problem from the problem for causal theories of mental 

content. Thanks for Dan Burnston for pushing me to clarify this point. 

7  Kilner, Friston, and Frith (2007a,b) characterize direct matching views of mirror-based 

action understanding as positing a bottom-up, feedforward recognition process from 

visual input about action kinematics to the mirroring of goal representations in the motor 

system. This feedforward process would involve inverting a forward model that during 

action execution predicts the sensory consequences of motor commands/goals, such that 

sensory information about movement kinematics is used to recognize goals. As they note, 

there are computational difficulties in inverting such a forward model since there is not a 

one-to-one mapping between goals and motor kinematics—the same goal can be 

accomplished in various ways and the same movement can have many different causes. 

Their alternative predictive coding model of motor mirroring involves both top-down and 

bottom-up connections between sensory and mirroring mechanisms. This sort of top-
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down influence on the activation of mirror mechanisms is something “direct matching” 

views seem to deny. 

8 I would like to thank Felipe De Brigard for pointing me to Bergeron’s distinction 

between functional roles and workings as a way of filling out this point. 

9  Goldman (2006) does clarify that “It is probably inappropriate to regard a token process P 

as having the function of duplicating a particular process P’. A more careful formulation 

would say that the token process P is of a type whose function is to duplicate another type 

(of which P’ is a token)” (p. 51 n11). 

10 It is here where my account of generic simulation departs most from Goldman’s (2006). 

Goldman offers separate definitions for successful and unsuccessful generic simulation. 

Goldman says that successful generic simulation occurs when an actual resemblance 

between simulation and target occurs, and that by instantiating this resemblance, the 

simulation fulfills one of its “purposes or functions.” In contrast, he says attempted 

generic simulation takes place when such resemblance fails to occur but the simulation 

was created with the “aim” of resembling its target. “Purpose” in his definition of 

successful generic simulation and “aim” in his definition of attempted generic simulation 

seem to mean the same thing, even if they are used to make different points (to make the 

simulation relation asymmetrical and to allow for unsuccessful simulation, respectively). 

The only difference is that Goldman explicitly identifies “aims” as including conscious as 

well as implicit, nonconscious aims, but does not explicitly say whether “purposes” can 

be nonconscious. Yet the fact that Goldman uses “purpose” and “intention” 

interchangeably suggests “purpose” and “aim” are synonymous, and that a single 
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definition can be given to cover both successful and unsuccessful simulation, as I do in 

the main text. 

11 Although Goldman does not focus on phenomenology because many cases of simulation 

are nonconscious, this is no reason to rule out phenomenological resemblance as relevant 

to mental simulation. Biggs (2007, 2009), for example, argues that the simulation of 

phenomenal states can play a role in some cases of third-person mindreading. 

12 This leaves open the possibility that mirroring processes exhibit interpersonal mental 

resemblance because of nonconscious purposes or aims. Since it is complicated to 

determine when to attribute nonconscious intentions to agents, I will not touch on this 

possibility, and only focus on whether mirroring processes have the function of 

resembling another agent’s mental processes. 

13 In a recent work Goldman (2009c) more explicitly says that “…simulation can be used 

for further tasks, such as mindreading, but it doesn’t have to be so used to qualify as a 

simulation” (p. 138). 

14 One reason I cannot address this point fully here is that Goldman uses simulation to cover 

cases of intrapersonal mental resemblance that differ significantly from cases of 

simulation-based mindreading and do not as obviously fit my account of the resemblance 

function. For example, Goldman (2006, p. 38) describes visualization as a simulation of 

seeing. Applying my “use as a representation” account to this case would require saying 

that visualizing some object, say a tree, represents seeing a tree. But it seems more 

natural to say that visualization is a way of obtaining information about the tree, not my 

act of seeing the tree. There might be a way to handle this properly, or it might mean 

some of the cases of intrapersonal mental resemblance Goldman calls simulation really 
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deserve another label. Again, to avoid rushing to judgment on this issue, I will table it 

and restrict myself to what it means for something to function as a simulation for 

mindreading and for other noncontroversial cases of simulation.  

15  My account is in principle compatible with etiological theories that emphasize the way 

that a selected-for capacity is used or consumed (e.g., Millikan, 1989).  

16 Ramsey (2007) attributes this feature of representation to C. S. Peirce, who characterized 

representation as a triadic relation between a sign, its object, and an interpreter. Ramsey 

(2007) and O’Brien & Opie (2004) build on Von Eckardt’s (1993) work on how Peirce’s 

account can be modified for use in cognitive science.   

17 Ramsey (2007) characterizes simulations or  “S-representations” as representations which 

serve as stand-ins for other things by virtue of resembling them. Ramsey’s notion of 

simulation is, however, more general than the one I am concerned with, since it covers 

both concrete and abstract resemblance.  

18 Admittedly, this is only a case of abstract, second-order resemblance rather than the 

concrete, first-order resemblance characteristic of simulation theory, since it is the spatial 

relations between the points on the map that represent the spatial relations between the 

points on the track. But this difference is not relevant to my purposes, since I am using it 

to establish how any resemblance-based representation can be used as a stand-in by a 

mindless system. 

19  One might be reluctant to connect simulation to representation as I have here. For 

example you might think a model train simulates a real train without thinking the model 

train serves as a representation of the real train. I admit that this seems the right way to 

describe the model train. But this need not undermine my account of the resemblance 
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function. Remember that according to the definition of generic simulation, a simulation 

has either the function or the purpose of resembling its target. A model train may 

simulate a real train because an agent intended it to resemble a real train. The creator of 

the train might not intend that the model train be used as a representation of the real train, 

or be used in any particular way. But this is not necessary because the model train 

inherited its purpose of resembling the real train from its creator. I believe this will cover 

many cases where we want to say something is a simulation despite its not being put to 

any particular use. Another route to pulling apart simulation from representation might be 

to appeal to an etiological account of the resemblance function, rather than the use-based 

account I have given here. If a simulation is selected for the capacity to resemble 

something else, it need not be used to represent or stand in for that target. Perhaps the 

resemblance function served some purpose other than being used as a representation, and 

it was this use that was selected for. This would provide another way to distinguish mere 

resemblance from simulation, without requiring simulations to serve as representations. 

But an etiological account would seem to require that the resemblance function initially 

be used for something in order to be selected for, even if it no longer serves this function 

in the present. So even an etiological account seems to require specifying some use for a 

simulation that resembles something else, and would thus need to address what this 

selected-for but non-representational use of a resemblance-based simulation is. As I said 

above, I cannot here fully defend my use-based account of the resemblance function 

against its alternatives. My goal in this paper is to show that serving as a representation 

can successfully distinguish mere resemblance from simulation, and that this account 
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well describes how a mental process constitutes a simulation during simulation-based 

mindreading. Thanks to Michael Wilby for pressing me on this issue. 

20 Ramsey (2010) also makes this point, outside the context of Goldman’s’ specific 

accounts of simulation and mirroring. 

21  See note 11 above. 

22  Note that the emotion simulation here is a genuine (but attenuated) emotional state, rather 

than a “pretend” or imagined emotional state. This marks a key a contrast between high- 

and low-level simulation. Since mental simulation is defined in terms of resemblance, 

and both “pretend” mental states (as in the case of decision prediction) and automatically 

generated “genuine” mental states (as in the case of FaBER) resemble mental states in the 

target, each type can count as mental simulation. 

23 This is not to deny that FaBER can occur without emotion simulation, by using 

knowledge of how facial expressions are related to emotions.  

24 It should be noted that supporters of the unmediated resonance account of mirroring have 

recently had to back off from their suggestion that motor mirroring is our lone mode of 

action understanding (Rizzolatti & Sinigaglia, 2010). They now acknowledge that the 

visual system, particularly area STS, can enable some understanding of goals without 

involving the motor system.  

25 In Oztop et al.’s model, this information (predicted and actual) is in a visual format, but 

in principle could use additional or alternative sensory formats (e.g., proprioception) or 

some amodal representation of the body generated from modal sensory information. The 

latter case would thus make use of an amodal rather than a sensory forward model. 



 

 
 

51 

 
26  I take no stand on whether there could be cases of motor-based goal attribution where a 

forward model for motor control is reused to simulate (i.e., represent via concrete 

resemblance) an actor’s forward model. My point here is simply that in Oztop et al.’s 

(2005) particular model, the observer’s sensory forward model does not represent and 

thus does not simulate the actor’s sensory forward model. 

27 Some researchers do use the term “simulation” to refer to any sort of representation, 

whether it acquires its content by abstract resemblance, nomic dependence, or some other 

relation. Even on this less restrictive notion of simulation, the observer’s sensory forward 

model does not count as a simulation of something mental. 
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